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Saliency maps are widely used to justify the decisions of deep-

learning inspection systems, on the assumption that the 

highlighted region is the defect that caused the decision. This 

study tests that assumption on real industrial images. A 

convolutional neural network was trained to separate defective 

from defect-free tiles in the public Magnetic Tile Surface Defect 

dataset (1,344 images, five defect types, pixel-level defect masks), 

using five stratified train–test splits. Six saliency methods 

(Gradient, Gradient × Input, SmoothGrad, Integrated Gradients, 

Grad-CAM and Occlusion), a model-free Sobel edge map and a 

random map were evaluated on 382 held-out defective images for 

localisation against the masks, deletion-based faithfulness, 

cascading weight randomisation and agreement across 

independently trained models. The detector reached a test 

AUROC of 0.870 ± 0.032 and a balanced accuracy of 0.769 ± 0.061. 

Integrated Gradients, Gradient and Grad-CAM placed their 

maximum on the defect in about 60% of images, against 31% for 

the edge map and 15% for the random map, and Grad-CAM gave 

the best pixel AUROC (0.786 vs. 0.729 for edges, p = 7 × 10−9). 

Localisation was poor for large, diffuse defects (fray, uneven 

surface: AUROC 0.47–0.72). Deleting the 5% most salient pixels 

reversed 18–35% of correct detections, compared with 1–2% for 

random deletion of the same number of pixels. However, 

removing the annotated defect itself by inpainting left 72% of 

detections unchanged, the same edit made only 10% of correctly 

classified defect-free tiles look defective, and blurring a whole 

defect-free image made 95% of them look defective. The maps 

also pointed at the defect about as often when the model missed 

it as when it detected it. Gradient-based maps lost their structure 

after weight randomisation, whereas Integrated Gradients 

retained a rank correlation of 0.44 with the original map even 

when every layer was randomised, and agreement between three 

identically trained models ranged from 0.21 (Gradient) to 0.71 

(Grad-CAM). Saliency maps that look plausible on a defect 

therefore do not show that the decision was based on that defect. 
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For safety-critical inspection, saliency should be validated with 

mask-based localisation, defect-removal tests, sanity checks and 

stability analysis before it is used as evidence. 
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1. INTRODUCTION 
 

Automated visual inspection is one of the most mature industrial applications of deep learning. 

Convolutional neural networks (CNNs) now detect cracks, pores, scratches and other surface defects on 

steel, ceramics, textiles and electronic components with an accuracy that matches or exceeds that of human 

inspectors [1], [2], [3]. Many of these components are safety-critical. Magnetic tiles, for example, are the 

permanent-magnet segments of electric motors used in vehicles, pumps and industrial drives; a tile that 

cracks or fragments in service can jam or destroy the motor. Inspection decisions for such parts are 

therefore increasingly expected to be not only accurate but also explainable and auditable, a requirement 

reinforced by recent regulation of high-risk AI systems [4] and by a wider debate on the use of black-box 

models in high-stakes settings [5], [6], [7]. 

The most common way to explain an image classifier is a saliency map, which assigns an 

importance score to every pixel [8], [9]. In an inspection setting, a saliency map is typically shown to an 

operator or quality engineer as a heat map overlaid on the part, with the implicit claim that the highlighted 

region is the defect that triggered the decision. If this claim is false, the explanation is worse than useless: 

it can lead an inspector to accept a rejected part because the highlighted area looks clean, or to trust a model 

that relies on background texture, lighting or image borders rather than on the defect itself, a failure known 

as “Clever Hans” behaviour [10]. 

Whether saliency maps can carry this claim has been questioned repeatedly. Sanity checks have 

shown that several popular methods produce almost the same maps when the network weights are 

randomised, which means that they reflect the image rather than the model [11]. Saliency maps can also 

change under transformations of the input that do not change the prediction [12], and different methods 

disagree with one another and with human-annotated regions [13], [14]. Most of this evidence, however, 

comes from natural-image or medical-image benchmarks. Industrial surface inspection has particular 

characteristics that make the question both easier to answer and more pressing: defects are small and often 

occupy less than 2% of the image, textures are highly repetitive, image borders and fixture edges produce 

strong gradients, and, importantly, public datasets provide pixel-level ground-truth masks of the defects, 

so that localisation can be measured directly rather than through proxy tasks [15]. 

This study uses that opportunity. A CNN was trained to separate defective from defect-free 

magnetic tiles on a public dataset of 1,344 real industrial images with pixel-level defect annotations [16]. 

Six widely used saliency methods and two reference baselines were then evaluated on held-out defective 

tiles along four dimensions that matter for safety-critical inspection: (i) localisation, i.e. whether the map 

points at and concentrates on the annotated defect; (ii) faithfulness, i.e. whether removing the highlighted 

pixels actually changes the model’s decision; (iii) model sensitivity, assessed with the cascading weight-

randomisation sanity check [11]; and (iv) stability across independently trained models with identical data. 

Copyright © 2026 The Author(s). This is an open access article distributed under the Creative 

Commons Attribution License, (http://creativecommons.org/licenses/by/4.0/) which permits 

unrestricted use, distribution, and reproduction in any medium, provided the original work is properly 

cited. 
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The contributions are as follows: A reproducible, mask-based benchmark of saliency explanations for 

industrial defect detection on real images, with five independent train–test splits and per-defect-class 

analysis. Evidence on how often each method points at the true defect, how much of its saliency mass falls 

on the defect, and how this compares with a model-free edge detector and a random map. A joint 

assessment of localisation, deletion-based faithfulness, sanity checks and cross-model stability, showing 

that these properties do not coincide and that no single metric is sufficient. Practical recommendations for 

using saliency maps as evidence in safety-critical visual inspection. The remainder of the paper is organised 

as follows. Section 2 reviews related work. Section 3 describes the data, the detector, the explanation 

methods and the evaluation protocol. Section 4 presents the results, Section 5 discusses their implications 

and limitations, and Section 6 concludes. 

 

2. RELATED WORK 
 

2.1 Deep Learning for Surface-Defect Inspection 

Surveys of visual defect detection document a shift from hand-crafted texture and filter features to 

CNNs for classification, detection and segmentation of defects [1]. Segmentation-based networks can be 

trained with relatively few defective samples and achieve high detection accuracy on industrial 

benchmarks [2], while unsupervised anomaly detection has been encouraged by datasets such as MVTec 

AD [3]. The magnetic tile dataset used in this study was released. together with a saliency-based defect 

segmentation network and contains five defect types with pixel-level masks [16]. These works focus on 

detection performance; explanations, when shown, are usually qualitative. 

 

2.2 Saliency Methods 

Gradient-based saliency computes the derivative of the class score with respect to the input pixels 

[8]. Gradient × Input multiplies this derivative by the input and is closely related to several propagation 

rules [17], [18]. SmoothGrad averages gradients over noisy copies of the input to reduce visual noise [19]. 

Integrated Gradients accumulates gradients along a path from a baseline to the input and satisfies 

completeness and sensitivity axioms [20]. Grad-CAM weights the feature maps of the last convolutional 

layer by their pooled gradients, producing a coarse class-specific map [9]. Occlusion, a perturbation-based 

approach, measures the drop in the class score when patches of the image are masked [21]. 

 

2.3 Evaluating Explanations 

Explanations are commonly evaluated by localisation against annotated regions, for example with 

the pointing game [22] or the fraction of relevance inside a bounding box or mask [15], and by perturbation, 

where the most salient pixels are progressively removed and the decay of the class score is measured [23], 

[24]. Perturbation scores can be confounded by the distribution shift that the removal itself introduces [25]. 

Model-sensitivity tests randomise network weights or labels and check whether the explanation changes 

[11]; input-invariance tests check whether it changes when it should not [12]. Toolkits such as Quantus 

collect many of these metrics [26]. In medical imaging, systematic benchmarks have found that saliency 

maps often localise pathology worse than the models classify it, and that some methods fail sanity checks 

[13], [14]. To the author’s knowledge, a comparable multi-criterion evaluation on real industrial defect 

images with pixel-level ground truth has not been reported, which motivates the present study. 

 

3. METHODOLOGY 
 

Figure 1 summarises the study design. 
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Figure 1. Study Pipeline for CNN-Based Magnetic Tile Defect Detection and Explainability Evaluation 

 

3.1 Dataset 

The study used the Magnetic Tile Surface Defect dataset released. [16] and distributed through a 

public repository [27]. It contains 1,344 grey-scale images of the curved surface of magnetic tiles cropped 

from production-line photographs, each with a binary mask that marks the defect pixels. Images are of 

variable size (103–632 pixels wide and 222–403 pixels high). The dataset has six categories: defect-free 

tiles and five defect types, namely blowholes, breaks, cracks, fray and uneven surfaces Table 1. Figure 2 

shows real examples of each category with the annotated defect outlined. The defects differ strongly in size: 

blowholes and cracks typically cover less than 0.3% of the image, whereas fray and uneven-surface masks 

cover about 30%. Six uneven-surface images have empty masks and were excluded from the localisation 

analysis but retained for training. 

 

Table 1. Composition of the Magnetic Tile Surface Defect Dataset and the Share of the Image Covered by 

the Defect Mask (After Resizing to 128 × 128 Pixels) 

Category Images 
Share of Dataset 

(%) 

Median Mask 

Area (% of 

Image) 

Defective Test 

Images 

Evaluated* 

Free (no defect) 952 70.8 — — 

Blowhole 115 8.6 0.12 115 

Break 85 6.3 1.26 85 

Crack 57 4.2 0.27 55 

Fray 32 2.4 30.4 30 

Uneven 103 7.7 28.4 97 

Total 1,344 100 — 382 

  

*Image–split instances with a non-empty mask over five test splits; an image can appear in the test 

set of more than one split (263 distinct images). 

 
Figure 2. Representative Magnetic Tile Surface Defect Images with Annotated Defect Masks 

 

All images were converted to grey scale, resized to 128 × 128 pixels with bilinear interpolation and 

scaled to [0, 1]; masks were resized with nearest-neighbour interpolation. Resizing to a square distorts the 
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aspect ratio, which differs between categories (median width-to-height ratio 0.86 for defect-free tiles and 

2.33 for fray). This choice was kept deliberately because it is common in practice, and its consequences are 

examined in Section 4.5. The task was binary, defective versus defect-free, which is the decision that 

matters for accepting or rejecting a part. 

 

3.2 Defect Detector 

The detector was a compact CNN with four convolutional blocks [28], max pooling after the first 

three blocks, global average pooling of the final 128 × 16 × 16 feature map and a linear output layer with 

two classes. It was implemented in PyTorch [29] and trained with Adam [30] (learning rate 10−3, weight 

decay 10−4, batch size 32) for 30 epochs, with a class-weighted cross-entropy loss to compensate for the 

70:30 class imbalance and random horizontal and vertical flips. The checkpoint with the highest balanced 

accuracy on a validation set was kept. Five independent experiments were run. In each, 20% of the images 

were held out as a stratified test set (269 images) and 15% of the remainder was used for validation (162 

images), leaving 913 for training; the split and the network initialisation were controlled by the seed (0–

4). No test image was used for training or model selection. 

 

3.3 Saliency Methods 

Six saliency methods were applied to the defect logit f(x) of the trained network. All maps were 

computed at the input resolution of 128 × 128 pixels and, where signed, their absolute value was used. 

Gradient [8]: |∂f/∂x|. Gradient × Input [17]: |x ⊙ ∂f/∂x|. SmoothGrad [19]: the mean of |∂f/∂x| over 25 

copies of the image with Gaussian noise (σ = 0.15). Integrated Gradients [20]: path integral from a constant 

baseline x′ equal to the mean image intensity, approximated with 32 steps (Equation 1). Grad-CAM [9]: the 

gradient-weighted combination of the last convolutional feature maps Ak, followed by ReLU and bilinear 

upsampling (Equation 2). 

Occlusion [21]: the drop in P(defect) when a 16 × 16 patch, moved with a stride of 8 pixels, is 

replaced by the mean intensity, averaged over overlapping patches and clipped at zero. [1], [2] Two 

reference maps were included. A Sobel edge map (gradient magnitude of the image) uses no information 

from the model at all; any method that does not beat it cannot be said to reveal what the model has learned, 

because a defect is usually a local change in intensity and therefore an edge. A uniform random map gives 

the chance level of each metric. 

 

3.4 Localisation Metrics 

For every defective test image with a non-empty mask G, each saliency map s was rescaled to [0, 

1] and compared with the mask using three complementary metrics: Pointing game [22]: a hit if the pixel 

with the highest saliency falls inside the mask, dilated by 7 pixels to tolerate annotation and resizing error. 

Energy inside the mask [15]: the fraction of total saliency mass that falls on defect pixels (Equation 3). A 

random map scores, on average, the relative mask area, so the ratio of energy to area was also reported. 

Pixel AUROC: the area under the ROC curve obtained when the saliency value is used to separate defect 

from non-defect pixels; 0.5 is chance and 1.0 perfect ranking [3]. 

 

3.5 Faithfulness and Defect-Removal Tests 

Localisation measures agreement with a human annotation, not whether the model actually used 

the highlighted pixels. Faithfulness was therefore assessed by deletion [23], [24]: for each correctly 

detected defective image, the 1, 2, 5, 10, 20 and 50% most salient pixels were replaced by the corresponding 

pixels of a Gaussian-blurred copy of the image (σ = 5), and P(defect) was recomputed. The same number of 

randomly chosen pixels was replaced as a control. Outcomes were the average drop in probability over the 

deletion levels up to 20% [23], the drop at 5%, and the proportion of detections that were reversed 

(P(defect) < 0.5). 

Because the ground-truth mask is available, a stronger test of what the model relies on is also 

possible. The annotated defect, dilated by 3 pixels, was removed from each correctly detected image by 

inpainting with the Telea algorithm (OpenCV) and, separately, by blurring. If the model relied on the defect, 
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removing it should reverse the detection. As a control for artefacts introduced by the edit itself, the same 

operation was applied to correctly classified defect-free images, using defect masks drawn at random from 

the test set, and the whole defect-free image was also blurred. 

 

3.6 Sanity Check and Stability 

Model sensitivity was tested with the cascading randomisation sanity check of [11]. Starting from 

the trained seed-0 model, the weights of the output layer and then of convolutional blocks 4, 3, 2 and 1 

were re-initialised cumulatively, and saliency maps were recomputed after each step for 57 correctly 

detected defective test images. Similarity to the original map was measured by Spearman’s rank correlation 

ρ; a method that is sensitive to the model should give ρ close to zero once the learned weights have been 

destroyed. Localisation metrics were also recomputed for the randomised models. Stability across models 

was assessed by training two further networks on exactly the same seed-0 training and validation data with 

different initialisations (seeds 101 and 102) and computing ρ between the maps of the three models for the 

same images. 

 

3.7 Statistics 

Detection metrics are reported as mean ± standard deviation over the five splits, and localisation 

metrics as the mean over all image–split instances with the standard deviation of the five split means. For 

paired comparisons between methods, metrics were averaged per distinct image and compared with the 

two-sided Wilcoxon signed-rank test [31]. Given the number of comparisons, p-values below 0.001 are 

treated as strong evidence, and effect sizes are emphasised over significance. All code was written in Python 

with PyTorch, scikit-learn, SciPy and OpenCV, and all experiments ran on a two-core CPU. 

 

4. RESULTS AND DISCUSSION  
 

4.1 Detection Performance 

Table 2 summarises the detector. Over the five splits, it achieved a test AUROC of 0.870 ± 0.032, an 

accuracy of 0.804 ± 0.033 and a balanced accuracy of 0.769 ± 0.061. Recall of defective tiles was 0.685 ± 

0.178 at a false-positive rate of 0.147 ± 0.079. Performance varied considerably between splits: the model 

trained on split 3 converged to a conservative operating point with a recall of only 0.385, whereas the 

others recalled 0.70–0.86. Uneven surfaces were the hardest defect type (mean recall 0.543) and blowholes 

the easiest (0.791). This level of accuracy is below that of dedicated segmentation networks on the same 

data [16], but it is typical of a compact classifier and, importantly, the explanation analyses below are 

conditioned on whether each image was detected. 

 

Table 2. Defect-Detection Performance on the Held-Out Test Sets (269 Images per Split) 

Split Accuracy Balanced 

Accuracy 

AUROC Recall 

(Defect) 

False-Positive 

Rate 

0 0.833 0.806 0.892 0.744 0.131 

1 0.833 0.803 0.879 0.731 0.126 

2 0.762 0.791 0.875 0.859 0.277 

3 0.777 0.661 0.815 0.385 0.063 

4 0.818 0.785 0.891 0.705 0.136 

Mean ± SD 0.804 ± 0.033 0.769 ± 0.061 0.870 ± 0.032 0.685 ± 0.178 0.147 ± 0.079 

 

4.2 Localisation against the Annotated Defect 

Table 3 and Figure 3 compare the methods. Every model-based method beat the random map by a 

wide margin on the pointing game, and Integrated Gradients (0.621), Gradient (0.597) and Grad-CAM 

(0.596) placed their maximum on or near the defect in about 60% of images, roughly twice as often as the 
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model-free edge map (0.309; p < 10−10 for all three). The pixel AUROC, which considers the whole map 

rather than its peak, gave a less flattering picture. Grad-CAM ranked defect pixels best (0.786), clearly ahead 

of the edge map (0.729, p = 7 × 10−9) and of Integrated Gradients (0.751, p = 4 × 10−8). Gradient and 

Integrated Gradients were only marginally better than edges (p = 0.013 and 0.009), Gradient × Input was 

not distinguishable from them (p = 0.22), and SmoothGrad and Occlusion were significantly worse than a 

detector that knows nothing about the model (0.626 and 0.629). The energy metric showed that even the 

best maps put only 12–15% of their mass on the defect, compared with a mean mask area of 9.5%; for a 

typical small defect, however, the median energy-to-area ratio of Integrated Gradients and Grad-CAM was 

about 4.5, meaning that the defect received four to five times its share of saliency. 

 

Table 3. Localisation Performance of Different Methods on Defective Test Images 

Method 
Pointing 

Game 

P (vs. 

Edges) 

Energy in 

Mask 

Energy / 

Area 

(Median) 

Pixel 

AUROC 

P (vs. 

Edges) 

Gradient 
0.597 

(0.116) 
2 × 10−11 

0.123 

(0.017) 
3.83 

0.744 

(0.020) 
0.013 

Gradient × 

Input 

0.550 

(0.117) 
5 × 10−9 

0.121 

(0.016) 
2.67 

0.715 

(0.023) 
0.22 

SmoothGrad 
0.510 

(0.030) 
1 × 10−5 

0.096 

(0.010) 
1.08 

0.626 

(0.014) 

1 × 10−10 

(worse) 

Integrated 

Gradients 

0.621 

(0.059) 
6 × 10−15 

0.131 

(0.011) 
4.55 

0.751 

(0.020) 
0.009 

Grad-CAM 
0.596 

(0.044) 
1 × 10−11 

0.152 

(0.033) 
4.28 

0.786 

(0.012) 
7 × 10−9 

Occlusion 
0.417 

(0.056) 
0.011 

0.143 

(0.020) 
0.86 

0.629 

(0.028) 

2 × 10−10 

(worse) 

Sobel edges 

(model-free) 

0.309 

(0.072) 
— 

0.109 

(0.009) 
1.96 

0.729 

(0.020) 
— 

Random 
0.149 

(0.041) 

2 × 10−6 

(worse) 

0.095 

(0.010) 
1.00 

0.499 

(0.003) 

5 × 10−38 

(worse) 

 

 
Figure 3. Comparison of Localisation Metrics across Different Methods 

 

Error! Reference source not found. shows real test images for each defect type, chosen as the 

detected image of each class with the median pixel AUROC averaged over all methods, rather than as the 

most convincing example. For the small blowhole, Grad-CAM and Occlusion highlight the defect, and 

Gradient and Integrated Gradients concentrate near it. For the break, crack and uneven-surface examples, 

Grad-CAM places most of its mass along the image borders, and the gradient-based maps are diffuse; for 

the fray example, Grad-CAM highlights a printed number inside the defective region rather than the frayed 

edge. SmoothGrad produces nearly uniform maps across the tile, which explains its low AUROC. 
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Figure 4. Saliency Map Visualization of Defect Detection on Held-Out Test Images 

 

4.3 Localisation Depends on the Defect Type 

Localisation was strongly dependent on the type of defect Figure 4. For small, compact blowholes, 

all model-based methods except Occlusion reached a pixel AUROC of 0.88–0.97, and Grad-CAM and 

Integrated Gradients pointed at the defect in 72–74% of cases. For cracks, the pointing-game hit rate 

dropped to 0.36–0.51, although the AUROC of most methods remained between 0.76 and 0.83, because thin 

cracks are surrounded by many equally bright texture lines. For the large, diffuse defects, localisation was 

close to chance: on uneven surfaces the AUROC of every method lay between 0.47 and 0.57, and on fray 

between 0.51 and 0.72. On these classes, the pointing game is also inflated by the size of the mask: a random 

map hit an uneven-surface mask in 41% of cases. Defect types that are hardest to detect were therefore 

also those whose explanations were least informative. 

 

 
Figure 4. Pointing-Game Hit Rate (Left) and Pixel AUROC (Right) by Method and Defect Type, Pooled over 

Five Splits 

 

4.4 Faithfulness: Deleting Salient Pixels 

Deleting the most salient pixels lowered the detector’s confidence much faster than deleting 

random pixels Table 4, Figure 5. Replacing just 2% of the image according to Gradient or Gradient × Input 

reversed 27–30% of correct detections, and replacing 5% reversed 34–35%, whereas random deletion of 

the same number of pixels reversed only 1–2%. Every method, including the model-free edge map, 

outperformed random deletion (p < 10−19). The ranking differed from that for localisation: the simple 

Gradient was the most faithful method (AOPC 0.174), Integrated Gradients and Grad-CAM were 

intermediate (0.150), and Occlusion, whose patches were computed with a different perturbation, was the 
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least faithful model-based method (0.093), only slightly ahead of edges (0.072). The curves in Figure 5 do 

not decrease monotonically: beyond 20% deletion, the mean P(defect) increased again for all methods, 

which points to an artefact of the blurring perturbation that is examined next. 

 

Table 4. Deletion-Based Faithfulness Evaluation of Defect Detection Methods 

Method AOPC Drop at 5% 
Reversed at 

2% (%) 

Reversed at 

5% (%) 

Reversed at 

10% (%) 

Gradient 0.174 0.186 30.2 35.1 35.8 

Gradient × 

Input 
0.167 0.180 27.2 34.3 36.2 

SmoothGrad 0.127 0.122 11.7 17.7 27.5 

Integrated 

Gradients 
0.150 0.152 23.8 26.4 31.7 

Grad-CAM 0.150 0.159 21.5 29.1 28.7 

Occlusion 0.093 0.104 12.8 18.1 20.4 

Sobel edges 

(model-free) 
0.072 0.074 11.7 14.3 17.7 

Random 

deletion 
≈0 ≈0 0.4–1.1 1.1–2.3 4.2–5.7 

 

 
Figure 5. Deletion-Based Faithfulness Analysis of Defect Detection Methods 

 

4.5 Removing the Defect Does Not Remove the Decision 

The defect-removal test Table 5 produced the most important result of the study. When the 

annotated defect was removed from correctly detected images by inpainting, 71.7% of them were still 

classified as defective, and the median P(defect) fell only from 0.80 to 0.59. Blurring the defect gave almost 

the same result (72.5%). The same inpainting edit applied to correctly classified defect-free tiles at a 

random defect-shaped location produced a false detection in only 10.4% of cases, so the persistence of the 

decision cannot be explained by the edit alone. The effect varied by defect type: removing fray reversed 

61% of detections, but removing an uneven-surface region reversed only 5%, and removing a crack only 
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21%. For most detections, the model therefore relied substantially on evidence outside the annotated 

defect. 

 

Table 5. Effect of Removing the Annotated Defect (Dilated by 3 Pixels) from Correctly Detected Images, 

and Control Edits on Correctly Classified Defect-Free Images (Five Splits) 

Images N Edit 
Still Classified 

Defective (%) 

Median Drop in 

P(defect) 

Blowhole 91 Defect inpainted 65 0.23 

Break 54 Defect inpainted 69 0.09 

Crack 42 Defect inpainted 79 0.10 

Fray 23 Defect inpainted 39 0.35 

Uneven 55 Defect inpainted 95 0.02 

All defective 265 Defect inpainted 71.7 0.12 

All defective 265 Defect blurred 72.5 — 

Defect-free 

(control) 
815 

Random defect-

shaped region 

inpainted 

10.4 (false alarms) — 

Defect-free 

(control) 
815 

Random defect-

shaped region 

blurred 

12.0 (false alarms) — 

Defect-free (all 

test) 
955 

Whole image 

blurred 
94.6 (false alarms) — 

  

Two further observations help explain this behaviour. First, blurring an entire defect-free image 

caused 94.6% of them to be classified as defective, which shows that the detector treats loss of the fine 

vertical grinding texture as evidence of a defect. This also explains the rebound of the deletion curves in 

Figure 5: deleting a large fraction of pixels with blurred values creates exactly that cue. Second, image size 

alone carried information about the label: a random forest trained only on the original width and height of 

each image separated defective from defect-free tiles with a cross-validated AUROC of 0.727. Because all 

images were resized to a square, the aspect ratio becomes visible to the network as a stretching of the 

texture, which is a plausible shortcut [10]. Strikingly, the saliency maps did not reveal this reliance. They 

pointed at the defect about as often when the model missed it as when it detected it (pointing game for 

missed vs. detected defects: Gradient 0.68 vs. 0.56, Integrated Gradients 0.63 vs. 0.62, Grad-CAM 0.55 vs. 

0.62), indicating that a defect-centred map reflects the conspicuousness of the defect in the image at least 

as much as the model’s reasons for its decision. 

  

4.6 Sanity Check: Do the Maps Depend on the Model? 

Figure 6 and Table 6 show the cascading randomisation results. Gradient, Gradient × Input and 

SmoothGrad passed the test: once the last convolutional block was randomised, their rank correlation with 

the original maps fell to 0.20–0.29 and approached zero (0.01–0.18) when all layers had been randomised, 

and their localisation dropped to near chance. Integrated Gradients, in contrast, retained a correlation of 

0.44 with the original map after every layer had been randomised, and the fully random network still 

achieved a pixel AUROC of 0.57; its maps are partly determined by the image term (x − x′) in Equation 1 

rather than by the model [11], [18]. Figure 7 illustrates these patterns for one image. Grad-CAM and 

Occlusion responded strongly to randomisation of the output layer (ρ = −0.25 and −0.20; with two output 

classes, a random head can reverse the sign of the defect evidence). After the fourth block had also been 

randomised, however, Grad-CAM recovered a pixel AUROC of 0.76 and a pointing-game hit rate of 0.56 
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using random high-level features on top of trained lower layers, which shows that good localisation can be 

obtained from a network that has no trained decision layers. The edge map is, by construction, unaffected 

by the model (ρ = 1). 

 

Table 6. Cascading Randomisation Sanity Check: Map Similarity and Pixel AUROC 

Method 

Ρ: + 

Random 

fc 

Ρ: + conv4 Ρ: + conv3 Ρ: + conv2 
Ρ: + conv1 

(All) 

AUROC: + 

conv4 

AUROC: 

All 

Random 

Gradient 0.63 0.20 0.12 0.07 0.01 0.56 0.50 

Gradient × 

Input 
0.66 0.23 0.18 0.15 0.10 0.50 0.44 

SmoothGrad 0.94 0.29 0.35 0.23 0.18 0.58 0.44 

Integrated 

Gradients 
0.74 0.53 0.48 0.46 0.44 0.63 0.57 

Grad-CAM −0.25 0.35 0.15 0.11 0.06 0.76 0.55 

Occlusion −0.20 0.22 0.21 0.20 −0.01 0.65 0.53 

Sobel edges 

(model-free) 
1.00 1.00 1.00 1.00 1.00 0.74 0.74 

 

 
Figure 6. Cascading Randomization Sanity Check for Saliency Map Reliability and Defect Detection 

Performance 

 

 
Figure 7. Saliency Map Visualisation during Progressive Model Randomisation 
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4.7 Stability across Identically Trained Models 

Three networks trained on identical data with different random initialisations reached similar 

accuracy (test AUROC 0.892, 0.887 and 0.870 on split 0), but their explanations agreed only partly Table 7. 

Pixel-wise rank agreement between the models was low for Gradient (median ρ = 0.21) and Gradient × 

Input (0.24), moderate for SmoothGrad (0.42), Integrated Gradients (0.54) and Occlusion (0.59), and 

highest for Grad-CAM (0.71). Part of the apparent stability of Integrated Gradients is image-driven, since 

its maps from a fully randomised network still correlated at 0.44 with those of the trained one (Section 4.6). 

An inspector who receives a gradient map from one of these equally accurate models would therefore see 

a substantially different explanation from one produced by another. 

 

Table 7. Agreement of Saliency Maps Between Three Models Trained on the Same Data with Different 

Initialisations (57 Images × 3 Model Pairs). 

Method Median ρ Interquartile Range 

Gradient 0.21 0.16–0.26 

Gradient × Input 0.24 0.21–0.29 

SmoothGrad 0.42 0.40–0.50 

Integrated Gradients 0.54 0.50–0.58 

Grad-CAM 0.71 0.56–0.80 

Occlusion 0.59 0.36–0.71 

Sobel edges (model-free) 1.00 1.00–1.00 

 

4.8 Discussion 

 

4.8.1 Principal Findings 

This study evaluated six saliency methods for a defect detector on real industrial images with pixel-

level ground truth, and found that no method was satisfactory on all criteria Table 8. Grad-CAM localised 

defects best and was the most stable across models, but it failed for large and diffuse defects, it was drawn 

to image borders, and it could localise defects with randomised high-level layers. Gradient was the most 

faithful in deletion and passed the sanity check, but it was the least stable between equally accurate models. 

Integrated Gradients pointed at defects most often but partly failed the sanity check. SmoothGrad and 

Occlusion, as configured here, did not beat a model-free edge detector on pixel AUROC. These results are 

consistent with earlier findings on natural and medical images [11], [12], [13], [14] and extend them to 

industrial inspection. 

 

Table 8. Qualitative Summary of the Methods across the Four Evaluation Criteria (✓ Satisfactory, ~ Partly, 

✗ Unsatisfactory, Relative to the Edge and Random Baselines) 

Method Localisation Faithfulness 

(Deletion) 

Sanity Check Cross-Model 

Stability 

Gradient ✓ ✓ ✓ ✗ 

Gradient × Input ~ ✓ ✓ ✗ 

SmoothGrad ✗ ~ ✓ ~ 

Integrated 

Gradients 
✓ ~ ✗ ~ 

Grad-CAM ✓ ~ ~ ✓ 

Occlusion ✗ ~ ~ ~ 
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The most consequential finding, however, concerns the model rather than the explanations. 

Removing the annotated defect left about 72% of detections unchanged, the detector classified blurred 

defect-free tiles as defective, and image size alone predicted the label with an AUROC of 0.73. The model 

had therefore learned cues that are correlated with defects in this dataset, such as loss of texture, image 

geometry and borders, rather than only the defects themselves. The saliency maps were not able to reveal 

this: on the median image they looked plausible, they pointed at the defect in about 60% of images, and 

they did so as often for missed defects as for detected ones. This is a textbook example of a “Clever Hans” 

predictor [10] that standard explanations make look trustworthy. 

 

4.8.2 Why Plausible Maps Can Be Misleading 

Three mechanisms explain the gap between what the maps show and what the model uses. First, 

small defects such as blowholes and cracks are high-contrast local structures, and gradient-based maps are 

partly driven by the input itself, so they tend to light up on such structures whether or not the decision 

depends on them; the edge map shows how much of this can be achieved with no model at all. Second, 

metrics that reward the peak of the map, such as the pointing game, can be satisfied by a small part of the 

map while the rest of the evidence lies elsewhere; for large masks they are also inflated by chance. Third, 

deletion with a fill value that the model itself regards as abnormal, here blur, conflates removing evidence 

with adding new evidence [25], so faithfulness scores must be interpreted with a control for the 

perturbation, as done here with defect-free images. 

 

4.8.3 Implications for Safety-Critical Inspection 

Several recommendations follow for engineers and auditors who intend to use saliency maps to 

support inspection decisions: Do not accept a saliency map as evidence that a decision was based on the 

defect. A plausible map on a typical image says little about the model’s reasons. Where defect masks are 

available, report localisation against them with several metrics and always against a model-free edge 

baseline and a random baseline. Test the model, not only the explanation: remove the annotated defect 

(and apply the same edit to defect-free parts) to check whether the decision depends on the defect. This 

simple test exposed a shortcut that none of the maps revealed. Run cascading randomisation sanity checks 

and report cross-model stability; methods whose maps survive weight randomisation or change between 

equally accurate models should not be used for auditing. Control for dataset artefacts such as image size, 

aspect ratio, borders and acquisition settings before training, for example by cropping fixed-size patches 

rather than resizing whole images. Evaluate per defect type: explanations for large, diffuse defects such as 

uneven surfaces were close to chance, and these were also the hardest defects to detect. These 

recommendations are consistent with the expectation, expressed in recent AI regulation, that high-risk 

systems are transparent and that their outputs can be interpreted by the people who oversee them [4], 

transparency cannot be achieved with explanations that have not themselves been validated [5], [6]. 

 

4.8.4 Limitations 

The study has several limitations. Only one dataset and one compact CNN were used, and the 

detector was considerably less accurate than state-of-the-art segmentation networks for this data; a more 

accurate model might rely more on the defects, and the defect-removal test should be repeated with 

stronger architectures and with fixed-size crops that remove the aspect-ratio cue. The test sets of the five 

splits overlap, so the split-level standard deviations underestimate the variability of fully independent 

experiments. Each method was used with one set of hyperparameters (for example, the noise level of 

SmoothGrad, the baseline of Integrated Gradients and the patch size of Occlusion), which may not be 

optimal. The sanity check and stability analysis were limited to one split and 57 images. Inpainting removes 

the defect only approximately, especially for large masks, and the 3-pixel dilation may not capture the full 

extent of thin cracks. Finally, the study did not include human inspectors, so it cannot say how the observed 

failure modes would affect real decisions. 
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5. CONCLUSION 
 

This study asked whether saliency maps of a CNN defect detector point at the defect, using real 

images of magnetic tiles with pixel-level annotations. Integrated Gradients, Gradient and Grad-CAM pointed 

at the defect in about 60% of held-out defective images, twice as often as a model-free edge detector, and 

Grad-CAM gave the best pixel-level ranking of defect pixels; SmoothGrad and Occlusion did not beat the 

edge detector. Deletion confirmed that the salient pixels mattered for the model’s confidence, and Gradient-

based maps passed the randomisation sanity check while Integrated Gradients partly failed it. Yet removing 

the defect itself left most detections unchanged, the model treated texture loss and image geometry as 

defects, and the maps looked equally convincing when the model was right and when it was wrong. In 

safety-critical inspection, a saliency map should therefore be treated as a hypothesis about the model, not 

as evidence for a decision. Future work will repeat the analysis with stronger detectors, patch-based 

training without geometric shortcuts, other public defect datasets and a user study with quality inspectors. 
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